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Brief Introduction to WinBUGS

1 WinBUGS for your PC at home

BUGS (Bayesian inference Using Gibbs Sampling) and WinBUGS were developed by David Spiegel-

halter and colleagues at the MRC Biostatistics Unit of Cambridge University, England. Rather than

calculating the analytic form of the posterior distribution, WinBUGS generates samples from the pos-

terior distribution. WinBUGS is public domain software for Bayesian analysis of complex hierarchical

models. If you want to install WinBUGS on your PC at home, you can download files from

http://www.mrc-bsu.cam.ac.uk/bugs/

This webpage also contains documentation, examples, and other useful Bayesian resources.

2 Starting WinBUGS and Finding Documentation

Select WinBUGS from the ”All Programs” menu list or click the shortcut. On-line documentation

can be accessed under the ”Help” menu and printed. Be sure to take a look at the examples as well

as the manual itself.

3 Example WinBUGS Code

On the course webpage, click on ‘betabin1.txt’ which contains data and model of Section 3.3 of the

lecture notes. Open this document and copy and paste it into a WinBUGS window (menu File option

New) or save the file and open it as a text file in WinBUGS (menu FILE option Open).

4 Fitting a model in WinBUGS

Models may be defined in WinBUGS by using either a simple R/Splus-like command language or by

drawing graphical models (via the DOODLE menu). The steps below are for the command language

version. We will look at graphical models later.

Things to note:

• WinBUGS parametrizes the binomial distribution in terms of success probability first, then the

sample size, i.e. dbin(theta,n).

• If you wish to estimate the posterior distribution of a function of model parameters, WinBUGS

can compute the function and generate samples of it.

• If you wish to estimate the posterior predictive distribution of potential new data, one possibility

is to add one or more NA’s to the data list. This is WinBUGS’ notation for an unknown data

value. It will then treat that as one/several more unknown quantity/quantities to simulate.



Applied Bayesian Inference A Brief Introduction to WinBUGS, KIT WS 2010/11 2

WinBUGS code must include the following sections (see example):

• model

• data (alternatively, the data may be a file that has been read into another window)

• initial values

INSTRUCTIONS

1. Use the mouse to highlight the word model at the beginning of the model section of your code.

(Leave the window with the model code open.) Then select the Model menu and from it select

Specification and then check model. Watch for a message at the bottom of the WinBUGS

window either confirming the validity of the model or reporting errors.

2. Highlight the word list at the beginning of your data listing. From the Specification tool

box select load data. Again check for a message confirming data loading or errors.

3. From the Specification tool box select Compile.

4. Highlight the word list at the beginning of your initial values section. From teh Specification

tool box it select load inits. Again check for a message. (Sometimes, you will get a message

that some nodes are uninitialized. In that case, press the gen inits button that will auto-

matically generate an initial value for any uninitialized parameter by sampling from its prior

distribution.

5. Select the Model menu and Update. You will be prompted for how many iterations you want to

run the sampler. For now, just accept the default of 1000. Note that these 1000 updates will

not be saved. To start saving the samples, you need to specify the parameters for which you

want WinBUGS to save sampled values. (See next point).

6. To start saving samples from the posterior distribution of the unknown quantities in your model,

select the Inference menu and Samples from it. Type the name of each parameter whose

posterior distribution you want to study in the window in the prompt box (this will be just

theta in this simple example), and click on set after each one. Once every parameter that you

want saved has been set, enter ”∗” in the node field.

7. Select the Model menu and Update. You will be prompted for how many iterations you want to

run the sampler. For now, enter 2000.

8. Go to the Options menu, select Output options and check log. This will cause all the output

we are about to request to go into a single window instead of creating a zillion small windows

cluttering up the screen.

9. Go back to the Sample monitor box and select the desired parameter in the node box. Entering

an asterisk requests all monitored nodes. Then, one at a time, click trace, history, stats,

density. We will discuss the meaning of this output.

10. To get more precise in your posterior estimation, you may return to the Update box and request

additional samples. Then go back to the previous step to include these samples in the output

analysis.
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11. To print the content of any window, click on that window and then select File menu and Print.

If you wish, you may copy and paste graphical and tabular output from the Sample monitor

window into a single window for compact printing.
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QUESTIONS

1. What is the posterior mean, standard deviation of θ? Give a 95% posterior credible interval for

θ. Plot the kernel density estimate of the posterior distribution of θ. Compare with theoretical

results obtained in the lecture.

2. Now enter the data as a series of 20 Bernoulli experiments with 15 successes and adjust the

WinBUGS code accordingly.

Specify the log odds and the mean number of successes as functions of θ and monitor these

quantities/nodes.

What is the posterior probability of H0 : θ ≥ 0.4?

What is the posterior predictive probability of success for the 21. patient?

Compare the WinBUGS result with the theoretical results obtained in the lecture.

3. What is the posterior predictive mean number of successes for 100 future patients? Plot the

corresponding posterior predictive density of the number of successes of 100 future patients.

4. Now run 3 parallel chains from 3 different initial values and use the Gelman-Rubin convergence

diagnostic to check whether all chains converge to the same posterior distribution.


